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Recent advances in deep learning technology have accelerated the automation of
medical image segmentation. Deep learning models deliver good results with a
sufficiently large training data set consisting of pairs of medical images and their
manual annotations. However, obtaining sufficient training data for a specific
domain is challenging. Algorithms that quickly learn the target task from a
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Abstract. Few-shot segmentation has received recent attention because
of its promise to segment images containing novel classes based on a hand-
ful of annotated examples. Few-shot-based machine learning methods
build generic and adaptable models that can quickly learn new tasks. This
approach finds potential application in many scenarios that do not bene-
fit from large repositories of labeled data, which strongly impacts the per-
formance of the existing data-driven deep-learning algorithms. This paper
presents a few-shot segmentation method for microscopy images that com-
bines a neural-network architecture with a Gaussian-process (GP) regres-
sion. The GP regression is used in the latent space of an autoencoder-
based segmentation model to learn the distribution of functions from the
encoded image representations to the corresponding representation of the
segmentation masks in the support set. This regression analysis serves
as the prior for predicting the segmentation mask for the query image.
The rich latent representation built by the GP using examples in the sup-
port set significantly impacts the performance of the segmentation model,
demonstrated by extensive experimental evaluation.
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limited number of labeled examples without overfitting address this issue. This
learning paradigm is known as the few-shot learning.

Microscopy image is an important modality in the field of medical imagining.
Segmentation of the microscopy image for nuclei, mitochondria, and cells [1,3,7,
18,21,32] enables scientists to quantitatively analyze cell counts, size, and shape
over time. Availability of annotated examples in large numbers has always been
a challenge in this domain. Supervised methods apply data augmentation [21,32]
or rely on synthetic data [32] in the scenarios of limited data. The use of semi-
supervised and unsupervised methods [7,13,18,30] are potential workarounds to
deal with limited labeled data.

Although a domain-specific data set may not be sufficient to train a deep
neural network, we can utilize a variety of data sets of different but related
domains to enhance the generalization power of the models. Few-shot learning
is a meta-learning method based on this principle. Few-shot learning is a two-
stage algorithm, where in the first stage, known as meta-training, the model is
trained with a large amount of annotated examples from domains related to but
different from the target domain for solving tasks different from the target task.
For example, if the target task is to learn the segmentation of spleens from MRI
images, the model can undergo meta-training for segmentation of different organs
(other than the spleen) using both MRI and CT images. Then there is a fine-
tuning stage where very few examples from the target task are used to update the
model parameters for better performance. Fine-tuning is not essential on every
occasion, as many algorithms developed for classification and segmentation of
natural images [9,20,23,28] can achieve reasonably good performance with the
meta-trained models. However, the fine-tuning stage has proved to be beneficial
for medical imaging data [3,15,24]. Few-shot learning algorithms can be broadly
categorized as model-based (black-box) [20,22], metric-based (non-parametric)
[11,25,28] or optimization-based methods [5,17]. Training for all these methods
is performed using support and query examples, except for optimization-based
methods [5,17] which do not require query examples.

Among the few-shot image segmentation methods, [3,9,23,27,29,31,34,35],
the method of [9], DGPNet, which relies on Gaussian processes in the latent space,
is particularly promising, because of the high degree of adaptivity (to the num-
ber of training examples) and the estimates of uncertainty provided by the GP
regression [19,26,33]. Chen et al. [2] introduced a GP in in their formulation of
the scalable functional Bayesian neural network for estimation of the uncertainty
in the segmentation output, which is critical in the medical imaging community.

In this paper, we present a few-shot segmentation method for microscopy
images using a GP in the latent space, named as the GP-UNet. The GP-UNet,
illustrated in Fig. 1, uses a GP in the latent space of the UNet-based backbone
network. This is motivated by the method introduced by Johnander [9]. Our
choice of the U-Net [21] as the backbone network is due to its impressive per-
formance in segmenting medical images. The GP-UNet, similar to other medical
imaging applications [3,15,24], also does fine-tuning on examples from the target
tasks. Through extensive empirical evaluation, we showcase the strength of the
GP-UNet over other competing methods.
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2 Method

For the discussion of few-shot learning, we denote the source data set con-
taining N different classes as Dsoyrce = {D)} D? DY o}, where

|DC ‘ source’ source’ * source

c _ i DSource oo
D¢ ree = {(z,y) }Z5°u" are the annotated examples for class c. Likewise,
the target data set containing M different classes is defined as Digpger

d

{Dtlarget’ DtZarget’ ) D%rget}v where Dgarget = {(Iv y)i}Lgtlargml are the annotated
examples for class d. The source and target data contain examples from com-
pletely different data sets or types with no overlap. The support set is produced
following the N-way K-shot structure, where N and K represent the number of
classes and examples (or shots) from each class, respectively. For the segmen-
tation tasks in this paper, we use N = 1 as in [23], i.e., for a task, we select a
class at random and sample K examples from the selected class as the support
set and a single example from the same class as the query set.

For a given task in the K-shot segmentation algorithm, the support set is
denoted as S = {(zs,ys) }£,, where 2! € REXWX3 is a support image and
yt € {0,1}*W ig its corresponding mask. The query set is denoted as Q =
{(z4,y4)}, where z, € RTXW>3 is the query image and y, € {0, 1}7>W its
corresponding mask.

The GP-UNet has three trainable blocks, the image encoder (IE), mask
encoder (ME), and mask decoder (D), shown in Fig.1. The image encoder is
used to encode both the support and query images. The mask encoder is used
for only the support masks because the query image mask is treated as unknown.
The mask decoder predicts the segmentation mask for the query image using the
output of the GP regression and skip connections.

The encoded representation of a support image and its corresponding mask,
denoted as z; and z;, respectively, are defined as follows:

zs = IE(z,) € R *W *C and 2, = ME(y,) € R xW x¢ (1)
Similarly, the encoded representation of a query image is defined as follows:
Zg = IE(xq) c RH xW xC (2)

The GP regression used only in the bottleneck layer of the GP-UNet learns a
distribution of functions that regress from the encoded image space € R® to the

encoded mask space € R® . For an encoded query input, z,, parameters of the
posterior distribution, 14 g(mean) and ¥y g (co-variance), computed using the

encoded representation of all examples in the support set (zg, zzg) as the prior,
are defined as follows [19]:

fgs = K&, (Kss +021)lzg € RH XW xC (3)

Zos = Kgg — K§,(Kss + 021) ' Kgg € R W XH W (4)
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Fig. 1. Architecture of the GP-UNet model for few-shot segmentation of microscopy
images. Shared weights indicate the use of the same IE for both source and query
inputs. Each block has the details of the output size.

where Kgg, K4q, and Kg, are the co-variance matrices computed using K ‘W
examples from zg and H ‘W examples from z, in the encoded space. The noise
in the labeled data is represented by o,. Considering, the influence of the spatial
neighbors(O x O), Yy s is reshaped to R W X(0%) as in [9]. Each entry in the
co-variance matrices € R is a measure of similarity between the pairs of encoded
points € R® which is computed using the widely used squared exponential kernel,
defined as follows:
2
—|lz2 — 2
Kernelsp(z1,22) = 0% exp w (5)
In Eq. 5, [ and o represent the kernel bandwidth and scaling factor, respectively.
The decoder predicts the final mask € R¥*W using the mean (ttq)s) and co-
variance (Xgg) of the posterior distribution (concatenated along the channel
axis € R W x(C "‘02)) and encoding of the query image at different levels
obtained through the skip connections. The estimated mask for the query image
and its ground truth is used for computing the weighted cross entropy loss to
update the trainable model parameters using stochastic gradient descent.

3 Experimental Setup

In this section, we discuss the data set and its use in training and evaluating the
competing methods for a K—shot experimental setup. In addition, we discuss
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the deep neural architecture used in the GP-UNet along with the related hyper-
parameters for training the models.

3.1 Training and Evaluation

To evaluate the few-shot segmentation methods, we use the data set of microscopy
images curated by Dawoud et al. [3]. This publicly available data set contains
examples from five different types of microscopy images, B5 [12], B39 [12], TNBC
[16], EM [14], and ssTEM [6], with different image resolutions. Table 1 of the sup-
plementary has the details. Microscopy images are usually quite large in size.
Therefore, using patches extracted from original images for training deep neural
networks is a standard practice [1,10]. Moreover, the following reasons advocate
the use of patches for training: computational benefits and managing the batch-
size/image-size trade off, relatively stationary statistics (less variation between
patches, unlike many natural images), and different sizes/resolutions of the input
images. The strategy for generating patches (of size 256 x 256) used in [3] is also
followed in our implementation for meta-training and fine-tuning stage.

For our experiments, out of five classes in the data set, four classes define
the source set, Dgource, and the remaining one class is considered as the target
set, Diarget- In the meta-training stage of a K —shot experiment, the model is
trained on patches extracted from all the images in Dgyypce, following the strat-
egy outlined in Sect. 2. In the fine-tuning stage, the model is trained on patches
extracted only from K images in Dyqrger (containing N images) for adapting
it to the target task, following the same training procedure. Average number
of patches extracted from K images in Digrger (for the fine-tuning operation)
are reported in Table4 for all the target classes in the data set. Typical values
of K used in our experiments are K € {1,5,10}. However, for the evaluation
of a model, full-sized images are used instead of patches. The use of patches
in the training stages (meta-training and fine-tuning) and full-sized images for
evaluation [10] is a typical setup used in the study of microscopy images, unlike
natural images. The architecture of the GP-UNet is capable of handling different
settings used in the training and evaluation phase.

For evaluation of a model for the K-shot setup, K full-sized images in Dyqrget
(containing N images) form the support set (which are also used in the fine-
tuning stage) and prediction of the segmentation mask is done for the remaining
N — K examples (query set) in Digrger. We use mean intersection over union
(mIoU) for evaluating the performance (higher is better). For statistical signifi-
cance of the mIoU evaluated for a target class, 10 different sets of K examples
are constructed.

3.2 Implementation Details

The U-Net [21] architecture adapted for the image encoder and decoder in the
GP-UNet has 6 layers in the encoder-decoder structure (increased from 5 layers in
the U-Net [21]) with 32 and 1024 channels in the first convolution and bottleneck
layer, respectively. The channel depth of the mask encoder for the first double
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Table 1. Performance of the GPUNet with and without fine-tuning in terms of the

mloU.

Target | 1—shot 5—shot

class | Without fine-tuning | With fine-tuning | Without fine-tuning | With fine-tuning
B5 0.460 £ 0.128 0.842 +£0.139 | 0.232 £ 0.000 0.884 + 0.022
B39 0.635 £ 0.000 0.870 £0.052 |0.571 £ 0.001 0.907 + 0.006
TNBC |0.140 £ 0.002 0.370 £ 0.060 |0.133 £ 0.004 0.455 +0.017
EM 0.246 +£ 0.000 0.736 £0.041 | 0.374 £ 0.001 0.857 + 0.007
ssTEM | 0.265 £ 0.002 0.741 £0.033 |0.333 £ 0.007 0.838 +0.007

Table 2. Comparison of the GP-UNet with DGPNet+ initialized randomly or with

pre-trained model parameters in terms of the mloU.

Target | 1—shot 5—shot
class  'DGPNet+ |DGPNet+ | GP-UNet DGPNet+ | DGPNet+ | GP-UNet
(random) (pre-trained) (random) (pre-trained)

B5 0.392 £0.102 | 0.496 £ 0.167 | 0.842 +0.139 | 0.320 £ 0.025 | 0.452 4 0.044 | 0.884 + 0.028
B39 0.255 £0.094 | 0.379 £ 0.144 | 0.870 = 0.052 | 0.313 £ 0.054 | 0.751 £ 0.022 | 0.907 + 0.006
TNBC |0.150+0.063 | 0.200 £ 0.112 | 0.370 4+ 0.060 | 0.190 £ 0.037 | 0.313 = 0.042 | 0.455 £ 0.017
EM 0.015+0.013 | 0.647 £ 0.025 | 0.736 £ 0.041 | 0.006 = 0.004 | 0.756 £+ 0.012 | 0.857 + 0.007
ssTEM | 0.028 +0.010 | 0.641 + 0.069 | 0.741 £ 0.033 | 0.025 +0.011 | 0.772 + 0.026 | 0.838 £ 0.007

convolution block is 8, which is doubled in successive layers with the maximum
channel depth of 64 in the bottleneck layer. We replaced the max pool layers in
the image and mask encoder, used for down sampling, with strided convolution
layers. In the meta-training stage, we trained the models for 20 epochs using the
Adam optimizer with the learning rate of le — 03 (weight decay = 5e — 04) and
a batch size of 8. In the fine-tuning stage, we set the learning rate to le — 04
(weight decay = 5e — 04), and train the model for 20 epochs with a batch size
of 8. Since there is a chance of over-fitting in the fine-tuning stage, we use the
model with the best validation loss for evaluation. The hyper-parameters of the
GP used in all the experiments are as follows: o, = 0.1,0 = 1,1 = v/C, and
O = 5. Table 2 of the supplementary has additional implementation details.

4 Results

In this section, we first study the effect of fine-tuning on the performance of GP-
UNet. Results reported in Table 1 for 1—, and 5—shot segmentation tasks clearly
demonstrates the effectiveness of the fine-tuning operation. This observation is
consistent with other few-shot applications in the medical imaging community
[3,15,24]. We observe similar behavior in the performance of the DGPNet [9]
(refer to results reported in Table 3 of the supplementary), which in its original
formulation did not adopt the refinement policy. Hence, we consider the DGPNet
[9] with fine-tuning stage as a potential method for segmentation of microscopy
images, and named it as the DGPNet+.
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Table 3. Comparison of the GP-UNet with GBMLCS [3] in terms of the mIoU.

Target | 1—shot 5—shot 10—shot

class |GBMLCS* | GP-UNet GBMLCS* | GP-UNet GBMLCS* | GP-UNet

B5 0.85 0.842+0.139 |0.90 0.884 +0.028 |0.95 0.917 £ 0.016
B39 0.85 0.870 £ 0.0520.88 0.907 £+ 0.006 |0.90 0.919 + 0.002
TNBC |0.41 0.370 £ 0.060 |0.47 0.455 +£0.017 |0.52 0.512 4+ 0.017
EM 0.56 0.736 = 0.041 | 0.65 0.857 £+ 0.007|0.70 0.869 + 0.006
ssTEM |0.47 0.741 £ 0.033 | 0.65 0.838 £ 0.007|0.70 0.847 +£0.013

We use the ResNet [8], pretrained on ImageNet data set [4], as the backbone
for the DGPNet+. To evaluate its effect, we initialized the ResNet parameters
randomly, similar to the other blocks of the DGPNet+. From the results reported
in Table 2 for 1— and 5—shot setup, we can infer that random initialization has
adverse effects on the performance of the DGPNet+.

We can see in Table 2 that the GP-UNet outperforms DGPNet+ in all the
scenarios. Therefore, though DGPNet+ and GP-UNet both use the GP regres-
sion in the latent space, the backbone architecture of the GP-UNet is a better
fit for the segmentation of microscopy images.

Comparison of the GP-UNet with GBMLCS is reported in Table 3. For the
GBMLCS [3], approximate mIoU scores (indicated by *) for different experi-
mental setups are obtained from the bar-graphs of the UNet-based model. For a
typical setup, say 5—shot learning for the target class, EM, we have considered
the mIoU score of the best performing model out of all the regularized few-shot
learning models proposed in [3]. For all but a couple of the target classes, the
GP-UNet outperforms GBMLCS in all scenarios, with significant improvement
observed for the EM and ssTEM classes. Bar graphs in Fig. 2(a) that report the
average mloU over all the shots for the target classes in the data set corrob-
orate our observation. Figure 2(b), summarizing the results for different shots,
shows that the performance of the GP-UNet is better than GBMLCS in all the
scenarios, with an average overall gain of +7.4 mloU. Poor performance for
the target class, TNBC [16], could be attributed to the high variability in the
data. Moreover, we did not do any post-processing as in [16]. Figure3 shows
the segmentation masks predicted by the GP-UNet for the 5—shot experiment.
The supplementary material has the prediction of the segmentation masks for
1—shot and 10—shot learning.

In an ablation study, we removed the GP from the latent space of the GP-
UNet. This represents a model similar to the encoder-decoder architecture used
in the vanilla U-Net [21] with skip connections where we perform transfer learn-
ing, referred to herein as the TL-UNet. For a K-shot setup, we train the network
on patches extracted from all the images in Dgoyree and then fine-tune the model
on the patches extracted from K images in Dygrges. From the results reported in
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Fig. 2. Comparison of the GP-UNet with GBMLCS (a) segmentation scores (mloU)
averaged over 1—, 5—, and 10—shot experiments (b) segmentation scores (mlIoU) aver-
aged over all the target classes.

Table 4. Comparison of the GP-UNet with TL-UNet in terms of the mloU. The
average number of patches (over 10 different sets) used in the fine-tuning stage is
reported under the column Patches.

Target | 1—shot 5—shot

class |Patches| TL-UNet GP-UNet Patches | TL-UNet GP-UNet

B5 135 0.843 +£0.109 0.842 £ 0.139 | 660 0.879 £ 0.032 | 0.884 +0.028
B39 102 0.850 + 0.090 |0.870 £ 0.052 | 495 0.908 + 0.006|0.907 + 0.006
TNBC | 100 0.367 = 0.060 |0.370 £ 0.060| 490 0.469 + 0.015|0.455 4+ 0.017
EM 390 0.747 £ 0.0340.736 £ 0.041 |1910 0.857 £0.007|0.857 £ 0.007
ssTEM | 525 0.726 + 0.023 |0.741 £ 0.033 2680 0.836 + 0.006 |0.838 + 0.007

Table 4 for 1—shot and 5—shot setup, we can say that the GP-UNet mostly out-
performs this conventional approach when the amount of data in the target set
(Dtarget) is limited (i.e., fewer shots or fewer patches for fine-tuning). However,
the difference in performance decreases with increasing training data. This obser-
vation is consistent with [3]. Comparable performance by the TL-UNet could be
attributed to the sufficient number of patches used in the fine-tuning stage. The
average number of patches extracted from K full-sized images in Digrger (used
in the fine-tuning stage) are reported in Table 4.
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Fig. 3. Segmentation output of the 5—shot GP-UNet for different target classes.

5 Conclusion

In this paper, we present a few-shot segmentation method for microscopy images
using a GP in the latent space, GP-UNet. We demonstrate that the fine-tuning
stage of the few-shot learning framework is beneficial for microscopy images. The
GP-UNet outperforms the DGPNet+ in all scenarios. The overall performance
of the GP-UNet is better than the GBMLCS. The ablation study manifests
the strength of the GP-UNet to produce compelling results in scenarios having
a limited amount of data. The GP-UNet sets a new state-of-the-art for the
few-shot segmentation of the complex target classes, EM and ssTEM, in the
microscopy image data set [3], considered in this work. We plan to investigate
more microscopy image data sets and extend this method to other challenging
modalities in medical imaging.
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Table 1: Description of the data set used for the study of the few-shot segmentation
of microscopy images.
Target class B5 B39 | TNBC EM ssTEM
Cell type |Synthetic strain| Nuclei | Nuclei |Mitochondria|Mitochondria
Resolution 696X520 696X520(512X512| 768X1024 1024X1024
Count 1200 200 50 165 20

Full resolution |
input

Ground truth

Segmentation
output

BS B39 TNBC EM ssTEM

Fig. 1: Segmentation output of the 1—shot GP-UNet for different target classes.



2 Surojit Saha, Ouk Choi, and Ross Whitaker

Table 2: Implementation details of the GP-UNet.

Sl no. Items Descriptions
1 |Data augmentation Horizontal flip with probability 0.5
Threshold value for the predicted output 0.5
3 |Meta-training:
Time required for 10-shots (maximum) 16 hrs
GPU memory required for 10-shots (maximum) 9.5 GB
4 |Fine-tuning:
Time required for 10-shots (maximum) 3.5 hrs
GPU memory required for 10-shots (maximum) 9.5 GB
5 |Inference:
Time required for 10-shots (maximum) 0.95 secs
GPU memory required for 10-shots (maximum) 7.2 GB
6 |GPU used for the experimental results TITAN V (12 GB)
7 |Deep learning framework PyTorch

Table 3: Comparison of the DGPNet with DGPNet+ in terms of the mIoU.
Target 1—shot 5—shot
class DGPNet DGPNet+ DGPNet DGPNet+
B5  0.086 £0.039] 0.496 +£0.167 0.050 + 0.026| 0.452 + 0.044
B39 0.001 £0.000| 0.379 + 0.144 0.001 4+ 0.000| 0.751 + 0.022
TNBC 0.018 +0.003| 0.200 £0.112 0.049 + 0.007| 0.313 £+ 0.042
EM 0.123 £0.013| 0.647 +0.025 0.300 £ 0.003| 0.756 + 0.012
ssTEM 0.158 + 0.007| 0.641 4+ 0.069 0.444 + 0.005| 0.772 4+ 0.026

Full resolution
input

Ground truth

Segmentation|
output

BS B39 TNBC EM ssTEM

Fig. 2: Segmentation output of the 10—shot GP-UNet for different target classes.
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